Philipson column for 4 June 2002
There are about 20 million people in this country. Australia’s largest company, Telstra, has about 10 Terabytes of data in its corporate database. Some simple arithmetic tells us that Telstra therefore stores an average of 500 Mbytes of data for every person in Australia.

Of course, not everybody is a client of Telstra. But that just makes the figure even more remarkable. Telstra stores over a Gigabyte of data per client. The figures for the large banks and government departments are not much different.

Not all of this data has to do directly with individuals, of course. But indirectly it does. An organisation’s data is essentially a record of all its transactions with its clients – everything else grows from there. Personal details, transaction histories, all sorts of information, often duplicated many times between applications and backups and data warehouses.
The amount of data organisations store seems to grow exponentially. I remember doing the sums on the big banks about 15 years ago, and astonishing myself then that they held about 400 kilobytes on each of their clients. The figure has grown a hundredfold in a decade and a half.

The sheer magnitude of these figures almost defies description. It certainly leads to a few questions. How come there is so much data? Why is it needed? How is it used? And how is it managed?

Computers are like data sponges. There is law that says something like “data expands to fill the space available”. Data storage is so comparatively inexpensive nowadays that it makes sense to store everything you can. You never know when you might need it. We do this with our PCs, and corporations do it with their disk farms.

It was not always so. Data storage was once very expensive, and you went to great lengths to store it wisely. When I started out in computer operations in the mid 70s, my main job was to load disk cartridges into removable disk drives and tapes onto tape drives. The IBM disk drives used back then cost a fortune and used giant cartridges that had to be mounted before a job requiring the data on it, and dismounted afterwards so another program’s data could be loaded. These thing had a capacity of around 10 megabytes, and the device they were mounted in were fair too expensive to leave all the data online the whole time.

It was the same with early PCs. I remember seeing the first hard disk on an Apple II in 1981. It was the size of a shoebox (so small!) and held 5 Megabytes (so much!) That was also the capacity of the disk drive in the high end IBM PC XT, released in 1983.

Last month I bought a new desktop PC. I put two 40 gigabyte drives in it, one just for backup in the unlikely event of the first one crashing. They cost a couple of hundred dollars each. There are 1000 megabytes in a gigabyte, so my new PC has 16,000 times the storage capacity of the early hard-disk equipped PCs (which were themselves much more powerful than the floppy disk based machines that preceded them).
The same thing has happened on larger computers. Those incredibly expensive disk drives of my youth are long gone, and most minicomputers and mainframes now use vast numbers of cheap PC-type disks stored in racks. They are called RAID (redundant arrays of inexpensive disks) drives. Disk storage is now so cheap, on all sizes of computer, that sheer capacity is not an issue.

This has led to some bad habits. We don’t have to manage data as well as we once did, we just load it onto our disk drives. But then you need to find it. You know yourself how hard it can be to find stuff on your PC. How difficult do you think it must be to manage the truly astronomical amounts of data stored on large corporate computer systems?

There has always been a discipline in data administration. But its emphasis has changed over the years from the efficient use of expensive hardware to the efficient management of vast amounts of data. You need to know where it is, and how to get to it, and most importantly you need to be able to make sense of it. That is what business intelligence tools, and data warehousing, and customer relationship management try to do.
Data storage and data management are very large subjects, to which I will return next week. The technology of the hardware, and of the software, is remarkable. How exactly does Telstra handle all that data?

But until next week, here’s a couple of things to think about. Some corporate information systems will begin to reach a petabyte of data within five years. Some scientific systems are nearly there.

A petabyte is 1000 terabytes. That’s 100 times more than Telstra has. And where does it stop? The next, and until recently final, multiple of is exabyte. But a few years ago the International Standard Organisation adopted zettabyte as 1000 exabytes, and yottabytes as 1000 ezabytes. Zetta and yotta are the last and second last letters of the Latin alphabet, so counting down to there’s lots of prefixes left.
At this rate, we will need them.
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