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Last week I wrote about the massive amount of data that most large organisations have in their IT systems. Storage has become so inexpensive that most people no longer worry about the cost, and increasingly companies and government departments are storing as much information as they can about every aspect of their business.

This data is often duplicated, and not just for backup purposes. A lot of it is used in data warehouses, where transactional data is massaged into a different form for business analysis. Data warehousing has been one of the strongest areas of growth in the IT industry in the last ten years.

Data warehouses have come into existence because most of the information an organisation generates in its day-to-day activities is transactional – that is, it involves individual transactions such as buying or selling or invoicing. For this information to be properly analysed it must be structured in a different way – a string of transactions must become a table of sales by region or purchases by customer type over time, for example. Converting transactional (also know as operational) data to analysable data is a big job in itself.
Data management has become a major issue in most large organisations. Whole technologies and disciplines have grown up around managing, retrieving and making sense of the sheer volume of information most organisations now store in their information systems. Data warehousing is but one such discipline – there is also business intelligence (not an oxymoron, but a real term, usually abbreviated to BI), data mining, storage management, reporting utilities, data extraction, and a host of others.

The problem is compounded by the fact that most organisations do not have nicely integrated information systems. They have a hodgepodge of different applications bought or built at different times and serving different purposes. A large bank, for example, might have one system for its retail banking, another for its home loans, and another for its consumer finance. The same person may appear in many different systems, their name stored in different formats and with no connection between them.
Whole new applications, such as customer relationship management (CRM) have grown up around combining data from disparate sources into a coherent whole. Or, at least, to make it look like a coherent whole. CRM and BI tools typically extract data from a number of different sources and present it to an end user or business analyst in an attractive and consistent fashion that hides the mess underneath.
It’s big business. It might seem a simple job to bring all this data together, but it is not. For the very largest organisations, it is a nightmare. A few weeks ago in Sydney some of the largest organisations in Australia got together to discuss some of the issues surrounding data storage.

They were all users or prospects of a US company called Teradata, which builds high end database engines for very large companies. Its target market is the Global 1000, the top thousand IT users on the planet, who typically have Terabytes of data in their combined corporate databases. Australian Teradata clients include organisations like Telstra, the Commonwealth and National Australia banks, the Australian Tax Office and Qantas.
I caught up with Mark Hurd, Teradata’s chief operating officer and president of its parent company NCR, at the conference. NCR, which a very long time ago stood for National Cash Register, acquired Teradata ten years ago. Teradata is now the company’s most successful division.
NCR used to be into general purpose computers, and was actually the world’s leading supplier of Unix machines in the late 1980s. But like many other companies it got out of computer hardware, and it now concentrates on its core business of ATMs and point-of-sale terminals (the cash register of the modern age), and of course on Teradata.

A good proportion of Teradata’s business now is in services, says Hurd. “People want real-time data, and they want it integrated from all their different systems. This sort of application was an expensive toy ten years ago, but now it’s mission-critical.”
Hurd says that in comparison to the US, Australian organisations have far too many small tactical data warehouses, which are usually known as data marts. “They are everywhere. If an organisation has more than one of these things, it’s defeating the purpose.” He says that there has been a great deal of consolidation in the US, but that most Australian organisations are still dealing with fragmented information sources.

Industry analysts Gartner rate Teradata’s analytics offering the most complete in terms of its ability to execute, ahead of Oracle and IBM. It sells its products mostly to the big end of town, but the sorts of volumes these organisations are handling now are what much smaller organisations will be handling in a few years time. The products they will be using might be different, but the issues will remain the same.
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