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It has become a cliché to talk of information overload, or the information revolution, or the information millennium. But these terms are clichés precisely because they are true.

Consider some facts about information. More than five exabytes of information was produced in the world last year. The figure is growing by about 30 per cent a year, which means the total amount of stored information is roughly doubling every three years. Over 90 per cent of it is stored on magnetic media, primarily hard disk. Most of the rest is stored on film, with miniscule amounts stored on paper or optical media.

That’s a lot of information. An exabyte is a thousand petabytes, or a million terabytes, or a billion gigabytes. Five exabytes is as much information as that stored in half a million Libraries of Congress. It’s about 800 megabytes for every person on earth, and is roughly the same as the total of every word ever spoken by every human being.

More than three times this amount is transmitted through telephones, radio, TV and the Internet. By far the majority of this is over the telephone. The Web contains about 17 terabytes of “surface” information, a figure which does not include information stored within databases that interface to web pages.
This data comes from a report called “How Much Information” from the University of Berkeley (www.sims.berkeley.edu/research/projects/how-much-info-2003). The study was funded by Microsoft, Intel, HP and EMC. It follows up from another study conducted three years ago, commissioned by EMC alone.
These companies have a significant interest in knowing about information, because the more information there is, the more product they sell. The industry is, after all, called information technology.

It is no coincidence that EMC initiated the project. Just 15 years ago it was a small Massachusetts company making memory cards for minicomputers. Today it is the $US6 billion heavyweight of the storage industry. It has grown through increased demand for its storage products and through acquisition – it even snapped up venerable minicomputer company Data General a few years ago.
But EMC’s most recent acquisition has caused the most notice. It has just completed the $US1.7 billion takeover of Documentum, one of the leading players in what is now called the enterprise content management (ECM) space.

ECM is a blend of web content management and older style document management. ECM vendors, like Vignette and Interwoven and FileNet, are growing quickly as companies grapple with their increasing information management needs.

It is not just there sheer volume of the data and its rate of growth, outlined so clearly in the Berkeley report. It is the nature of that data. Traditionally, IT has dealt with structured data, the kind you get in databases and spreadsheets. But most data is unstructured.

Unstrutured data includes word processing documents, emails, images, video and the like. It is as important to organisations as structured data, but as its very name suggests, it is not stored in a very formalised way.
ECM systems are evolving to allow organisations to manage unstructured data as efficiently as database management systems have allowed them to manage structured data. That a company like EMC, which has made its name supplying disk drives and storage management software, has moved into the ECM space says a lot about the direction that storage technology is taking.
EMC and many of its competitors now use the term “information lifecycle management” to describe what they do. EMC obtusely describes ILM as the “policy-based alignment of storage infrastructure with data value”.
The idea is that data changes value over time. A recent transaction might be very valuable for a real-time business intelligence system, but then it becomes less valuable, until it is needed again for sales analysis. An ILM system is designed to store data where it is most cost effective.

Different types of storage, such as RAM, cache, disk drives and tape, cost different dollar amounts per megabyte. The faster the access time, the more expensive the storage. The trick is to have all your data on just the right tape of storage, depending on when you might need it, which determines how valuable it is.

Storage management was an extremely complex area even before bringing unstructured data into the equation. The big issue used to be getting data off disk drives, which were very expensive, onto tape, which was very cheap.

Disk drives are now commodity items, and EMC stopped thinking of itself as a hardware company a decade ago. The central issue in storage now is getting data shared on devices across networks, through technologies with the confusingly similar names of NAS (network-attached storage) and SAN (storage-attached networks).

EMC and its competitors are in the sharpest end of the IT market. Information growth rates show no signs of abating – indeed, the rate of growth will most likely grow as ECM systems allow people to do clever things with unstructured data. More information will be created in the next three years than has previously been created in the entire history of mankind.

It’s a damn good thing that all this is making us so much wiser and happier, otherwise what would be the point?
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