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Last week in New York, Sir Timothy Berners-Lee, inventor of the World Wide Web, gave the keynote address at SpeechTek 2004 in New York. The SpeechTek conference has been held annually for the last ten years. As its name suggests, it is all about the intersection of human speech and computer technology.

Sir Timothy (he was knighted last year for services to technology) is director of the World Wide Web Consortium (W3C), a group he founded ten years ago to develop international standards for the Web. He spoke about the recent advances made in using speech on the Internet.
This has nothing to do with the use of the Internet for phone calls (Voice over IP, or VoIP), which simply uses the web as a medium for transmitting normal telephone calls. Rather, it is about the integration of human speech into the very fabric of the Internet.

Since its inception, the Internet has been text-based. That part of the Net called the World Wide Web also makes extensive use of graphics, which can be incorporated as easily as pictures can be put into books. But voice is something different.

The marriage of speech and computing is nothing new. Voice recognition has been a promise for computing since the industry began in the 1950s. For a few years now PC voice recognition software has been good enough to supplant typing for many applications. I know journalists who dictate their articles into a machine, just as many authors have long dictated to a secretary. I’ve tried it, but it doesn’t suit my writing style.

The human-machine interface is a key area of technology development. The evolution from the command line to the graphical user interface is the best example of how a more intuitive interface opened up computing to many more people. If computers could routinely respond to spoken commands, and talk back to their users, they would be useful to many more people and for many more applications.
That is already happening, in many ways. IVR (interactive voice response) is now commonplace in call centres and many other applications, and becoming more so. Voice recognition is also becoming increasingly important in mobile applications.

But that is quite limited compared to what Sir Timothy and the W3C is now proposing, which is an initial standard for Speech Synthesis Markup Language. SSML will be an extension of XML (eXtensible Markup Language), widely used for interchanging documents on the Web.
“SSML will bring high-quality synthesised speech to Web interactions,” says Sir Timothy. “Application designers for mobile phones, PDAs, and a host of emerging technologies will be able to use it to grain control of important aspects of speech synthesis, including pronunciation, volume, and pitch.”

That means that the Web will be able to understand and propagate voice-based content, just as it can at the moment with text. It is an aspect of the emerging “Semantic Web”, proposed by Sir Timothy in his seminal 1999 book, “Weaving the Web”. The Semantic Web will enable data contained in Web pages to be coded with an extra dimension of information that will enable computers to make sense of it.

We are part of the way there, with XML and emerging Web Services protocols, but the Semantic Web will contain much more meaning. It will enable intelligent software agents to perform many of the searches and conduct many of the transactions that can currently only be undertaken by humans. Extend that capability to voice, and the possibilities are endless.
One short-term consequence will be an improved ability to access the web from phones, both fixed and mobile. The initial W3C announcement of SSML said that the standard was aimed at the world’s estimated two billion fixed line and mobile phones.

“W3C's Speech Interface Framework – a collection of specifications for building voice applications for the Web – will allow an unprecedented number of people to use any telephone to interact with appropriately designed Web-based services via keypads or spoken commands, and by listening to pre-recorded speech, synthetic speech and music,” says Sir Timothy.
“One of the biggest challenges to the use of voice on the Web, and one that SSML addresses, is that of pronunciation. The SSML vocabulary allows word-level, phoneme-level, and even waveform-level control of the output to satisfy a wide spectrum of application scenarios and authoring requirements.”
SSML content can stand alone or be included in other XML content in order to improve rendering as synthesised speech. One important application of SSML involves ‘text phones’ that can be used by people with hearing disabilities. The same content can also be output as speech through a common telephone.
W3C’s Voice Browser Working Group includes companies like Canon, Hewlett-Packard, IBM, Intel, Microsoft, Motorola, Nokia, SAP and Sun Microsystems, as well as speech synthesis specialists like ScanSoft, VoiceGenie, Voxeo, and Voxpilot. It is an impressive line-up.
Voice will never replace text. It is quicker to read something than to listen to it, and it’s hard to imagine a voice-based open-plan office. But SSML means that voice-enabled applications will become much more widespread. “Speech commerce” cannot be far away.
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