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For nearly 20 years now people have been predicting the death of the mainframe. But here we are, halfway through the first decade of the network millennium, and the mainframe is as alive as ever.
Some people think the mainframe era is over, because you never hear too much about them. They think that the growth of powerful PCs and of high-end Windows and Linux servers has led to the mainframe’s demise. Not so. Mainframes still run most of the world’s most important applications, and will continue to do so indefinitely.

The mainframe era began 40 years ago with the release of IBM’s System/360. That architecture has evolved over time, to the S/370, the S/390, the 3090 and now to what IBM calls the zSeries. The names have changed, and the machines have become infinitely more powerful, but a program written for that first S/360 four decades ago will still run on the latest zSeries machine.
IBM has dominated the mainframe industry, but over the years there have been many other players: ICL, Honeywell, Control Data, Unisys and more. Two particularly successful companies, Amdahl and Hitachi Data Systems, built mainframes that were “IBM compatible”.
But nowadays IBM is pretty well the only game in town. Japanese vendors Fujitsu (which bought ICL and Amdahl) and NEC (which acquired Honeywell’s mainframe business) are the only other suppliers that are large enough to make the massive investment in developing new mainframes, but their products are mostly limited to their home market. Unisys still has a few mainframe users, but since the turn of the century in the western world, mainframes have been essentially built by just one company.

One problem we have always had talking about mainframes is how to define them. Like many terms in the computer industry, there is no standard definition. Many PC-oriented people have always used the term to describe anything much bigger than a standard PC-based server, while others have used detailed technical definitions.

One of the market research companies, IDC, defines processors by how much they cost. By IDC’s definition a mainframe is any computer that costs more than a million dollars. Other people define them by the tasks they perform. I prefer an architectural definition, which basically says that a mainframe is any IBM zSeries machine or similar.
I started my career as a mainframe operator, back in the days when these things took up a whole floor of a building and needed six people to run them. Then after I moved into journalism I edited a mainframe magazine called True Blue (not to be confused with a porno magazine of the same name), and I wrote a mainframe column called Big Iron for a now-defunct weekly called Computing Australia. I even wrote a short book on the subject, called “Mainframe Wars”, about the competitive landscape in the early 1990s.
I also tracked the number of mainframe users very closely during that decade. In 1992, the first year we measured, there were over 200 mainframe users in Australia. That number declined sharply for a few years, then it stabilised at around 100. It has remained there ever since.

IBM is shipping more mainframe capacity then ever before. Most of this is to existing users upgrading, but some of it is to new mainframe customers, who are using these giant machines for “server consolidation”. Rather than have lots of separate physical servers, they can have multiple logical servers all in one place, with improved “RAS”, an IBM term meaning reliability, availability, serviceability.

That’s the main reason people still use mainframes. The capabilities of smaller machines have improved, and some large mainframe-type applications now run on Unix, Linux or Windows systems. But the performance of mainframes has also been improving, and mainframes have always had a big lead in RAS.
Put simply, mainframes don’t break and don’t stop running. They are also the only computers powerful enough to handle the very large volumes of what are known as OLTP (online transaction processing) systems: things like ATMs and airline reservation systems.
Major analyst company Gartner is optimistic about the mainframe’s future. “The mainframe is even more critical in many user organisations today than it was five or ten years ago,” says Gartner’s Matthew Boon. “It’s still by far the best platform for large OLTP workloads, and it’s the standard that all other platforms aspire to for enterprise applications.”

Gartner’s predictions are tempered by reservations about the cost of mainframe computing. “Price-performance is improving, but mainframe costs are still a huge challenge that IBM will have to address for the mainframe to stay relevant.”

The entry level price for IBM’s smallest mainframe is still about half a million dollars. But people are still buying them, and in record numbers. IBM’s mainframe division is one of the company’s most profitable. Clearly, purchase price is not a major consideration for many users – because there is simply no alternative.

Mainframes might be dinosaurs, but dinosaurs existed for an awful long time, because they were the best at what they did. Mainframes will still be around when you and I are long gone.
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